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ABSTRACT
Background:  Artificial intelligence has previously demonstrated the capability to interpret cervical spine imaging. The 

present study aims to identify whether deep learning can be harnessed to triage patients into operative and nonoperative groups 
based on imaging findings, an intricate process complicated by the high rates of background findings.

Methods:  A deep-learning algorithm was trained to segment the spinal canal and spinal cord on 100 axial cervical spine 
magnetic resonance images to generate a biomarker for cervical stenosis, defined as the minimum difference in cross-sectional 
area between these structures. After training, the model and its biomarker were tested against a cohort of 147 consecutive 
patients evaluated in the outpatient setting by a group of board-certified neurosurgeons at our institution for complaints related 
to their cervical spines.

Results:  The mean minimum difference in cross-sectional area between the spinal canal and spinal cord for our cohort 
was 35.90 ± 25.00 mm2 for patients who ultimately underwent surgical decompression and 48.55 ± 33.52 mm2 for patients who 
did not (P = 0.005). Using this biomarker, the model distinguished between surgical and nonsurgical patients with relatively 
high accuracy (area under the curve 0.79).

Conclusion:  The present work describes a proof-of-concept model for triaging patients with cervical stenosis into 
surgical and nonsurgical cohorts based on imaging findings. In doing this, we aim to provide an additional supportive metric for 
referring providers to consult when considering whether to refer patients to spine surgery.

Clinical Relevance:  Neck pain is a common presenting symptom in the primary care setting, yet determining which 
patients could benefit from a surgical consultation is often a nuanced task. Deep learning has the potential to assist with the 
radiographic component of the referral process by identifying markers suggestive of operative candidacy, providing an objective 
metric for referring providers to consider when deciding whether surgical consultation is warranted. This may help triage 
patients by expediting referral of operative patients to spine surgeons and redirecting nonoperative patients to physiatry, physical 
therapy, or other conservative management.

Level of Evidence:  3.
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Introduction

Cervical spine evaluations comprise a substantial 
number of primary care consultations each year.1,2 
While current evidence affords these patients a variety 
of options, including exercise programs, medical ther-
apies, diagnostic studies, and procedural interventions, 
the first question often posed to their referring physi-
cians is whether the patient’s complaints warrant refer-
ral to a surgeon.

In many instances, a patient’s clinical history and 
physical examination findings will prompt a physi-
cian to obtain magnetic resonance images (MRIs) of 
the cervical spine. Given the cost of obtaining an MRI, 

considerable efforts have been made in the primary care 
setting to ensure they are ordered only for the appro-
priate clinical indications.3,4 Nevertheless, a significant 
number of MRIs are ordered each year, and the refer-
ring provider is often tasked with determining whether 
the results can be managed alone or require the input 
of a surgical subspecialist. However, owing to the rel-
ative nuance of interpreting spine MRIs, referring pro-
viders often rely on radiological reports to determine 
the degree of pathological severity in a given image. In 
some cases, a referral to a surgeon may be suggested 
by the reading radiologist in the text of the radiology 
report. In others, the ordering provider must make that 
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determination using the qualifiers within the report, 
a few of which speak to whether or not a particular 
finding is treatable with surgery.

The ability of artificial intelligence to accurately 
interpret and autonomously segment the spine is well 
established in the literature.5–8 The present study 
builds on this foundation by evaluating whether these 
imaging-derived data can be leveraged to support clin-
ical decision-making in referral and triage contexts. In 
the current study, we present a proof-of-concept deep 
learning model that uses imaging-derived features from 
axial, noncontrast T2-weighted cervical spine MRIs 
to triage patients into surgical and nonsurgical cohorts 
using a single quantitative biomarker to provide an 
additional objective metric that referring providers can 
consult when assessing a patient’s need for surgical 
consultation. We then discuss the key components of 
the model and propose that this tool, and others like it, 
could enhance decision-making and optimize the refer-
ral process to spine surgeons by offering quantifiable 
data to supplement clinical judgment.

Methods

IRB and Ethical Statement

The present study was conducted under the World 
Declaration of Helsinki: ethical principles for medical 
research involving human subjects.9 The present study 
was conducted according to the rules and regulations of 
our institution, as approved by the Institutional Review 
Board (IRB #16-000196). Waiver of informed consent 
was granted for the purposes of data collection by our 
institution’s IRB.

Manual Segmentation for Training Network

Our machine learning model was trained on manually 
segmented MRIs. One hundred T2 axial MRIs scans 
were randomly selected from our institution’s picture 
archiving and communications system. Images were 
downloaded as DICOM files, anonymized by removing 
header information, converted to NIFTI format, resa-
mpled to 256 × 256 pixels in the plane of acquisition, 
and, finally, histogram matched to a common template 
to standardize the maximum and minimum pixel values 
to 1 and 0, respectively. Following this preprocessing, 
clinically trained human expert raters delineated cervi-
cal canals and spinal cords in the axial plane on these 
scans using ITK-SNAP, an open-source application for 
medical image segmentation, as shown in Figure  1.5 
Segmentations were stored as NIFTI files alongside the 
preprocessed training data for deep learning training.

Deep Learning Model Training

Our ensemble contained 3 U-Nets trained on image 
patches extracted from preprocessed axial T2-MRIs. 
The first U-Net was trained using patches 160 × 160 px, 
the second using patches 128 × 128 px, and the third 
using patches 96 × 96 px. Patches were extracted in the 
plane of acquisition at regular strides of length 80 px, 
64 px, and 48 px, respectively. Extracted image patches, 
along with the corresponding extracted region from the 
segmentation images, were augmented 3 times using 
affine transformations and flipped up-down as well as 
left-right. The collection of augmented and original 
patches and segmentations was then used to train the 
network.

The 3 networks in our ensemble were identical in 
all hyperparameters except the input image size. The 
relevant hyperparameters were a kernel size of 3 × 3 
px with a stride of 1 px in each dimension, Rectified 
Linear Unit (ReLU) activation, and Glorot initialization 
for all convolutional layers. The starting channel depth 
was 16 for all networks, and our networks had 5 downs-
ampling and upsampling units. Each unit consisted of a 
max pooling block using a 2 × 2 px kernel sandwiched 
between 2 convolutional blocks. Skip connections were 
added in accordance with the standard U-Net dogma. 
Channel depth was doubled with each downsampling 
and halved with each upsampling according to standard 
U-Net dogma as well. The final layer of all networks 
was a sigmoid to constrain the output between 0 and 
1 for segmentation purposes. We also used dropout 
regularization with a probability of 0.25 and the Adam 
optimizer with a fixed learning rate of 1e-5 for train-
ing, alongside the Dice coefficient as a loss function. 
Segmentations generated using all 3 networks (96 × 96 
px, 128 × 128 px, and 160 × 160 px) in the ensemble 
were combined using pixel-wise majority voting to gen-
erate the final segmentation. The results presented here 
are based on 2 ensembles: the first trained to segment 
spinal canals automatically and the second trained to 
segment spinal cords automatically in the axial plane on 
cervical spine MRI.

Biomarker Generation

Canal and cord areas were measured in square milli-
meters at all cervical levels except the most cranial 20% 
of each image due to the presence of brain regions that 
were irrelevant to our research question. The difference 
in area between the spinal canal and spinal cord was 
computed at every level, and the minimum value for 
this difference in area along the entire cervical spinal 
canal served as our biomarker. Segmentation failure 
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for a particular axial slice was defined when irrelevant 
regions of the spinal canal (ie, the medulla) were seg-
mented or when the model failed to segment either the 
spinal canal or spinal cord region completely. In such 
cases, the specific axial slice where failure occurred 
was excluded.

Patient Data Collection

To test our model in the clinical setting, we then col-
lected and stored MRI data and clinical metadata for 205 
consecutive patients presenting with complaints related 
to cervical stenosis at our institution between 2019 and 
2020. As part of their treatment course, all of these 
patients had been independently evaluated by 1 of 4 
board-certified neurosurgeons during that same period. 
Patients were excluded if their imaging data could not 
be accessed or processed—an issue that might occur 
if their imaging had been obtained at an outside insti-
tution. Accessible MRIs were downloaded in DICOM 

format and preprocessed as described earlier. Further 
processing and measurements were performed using 
these preprocessed images.

Model Evaluation

We then allowed our model to perform auto-
mated segmentations on these MRIs using previously 
described trained deep learning ensemble segmentation 
algorithms. The corresponding biomarker generated by 
these automated segmentations was tested against the 
outcome of a subsequent surgical decompression for 
cervical stenosis.

Results

Baseline characteristics for the test cohort are sum-
marized in Table 1. Of the 205 patients initially iden-
tified, 58 were excluded for having inaccessible MRI 
data (obtained at an outside institution), leaving 147 

Figure 1.  Segmentations of the cervical spinal cord (red) and cervical spinal column (green) generated automatically using our machine-learning model on 
magnetic resonance images on a nonsurgical patient (A and B) and a surgical patient (C and D).
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patient images against which to test our model. Of these 
patients, 67 ultimately underwent surgical decompres-
sion for cervical stenosis, while 80 were managed non-
operatively after clinical evaluation by a spine surgeon.

Across the cohort, the mean minimum difference in 
cross-sectional area between the spinal canal and spinal 
cord (ie, the proposed imaging biomarker) differed sig-
nificantly between patients who ultimately underwent 
surgical decompression and those managed nonopera-
tively (P = 5.29 × 10⁻³). Surgical patients had smaller 
mean canal–cord area differences than nonsurgical 
patients (35.90 ± 25.00 mm² vs 48.55 ± 33.52 mm²), 
consistent with greater cord compression in the surgical 
cohort (Table 2). The distributions of biomarker values 
for each group are shown in Figure 2.

By solely relying on the radiographic biomarker 
generated for each automatically segmented image, our 
model was able to predict (based on retrospectively col-
lected data) whether a patient would ultimately undergo 
surgery for decompression of their cervical stenosis 
with relatively high accuracy (area under the curve 
[AUC] 0.79). In other words, a higher degree of radio-
graphic stenosis, as quantified by our biomarker, was 
associated with a greater chance of subsequent surgery.

The receiver operating characteristic analysis and the 
corresponding confusion matrix for our model, when 
tested on this cohort, are presented in Figure  3 and 
Table 3. The confusion matrix summarizes model per-
formance across true positive, true negative, false posi-
tive, and false negative classifications. Of the 67 patients 
who ultimately underwent surgical decompression, the 
model correctly classified 61 as surgical (true positives) 
and misclassified 6 as nonsurgical (false negatives). 
Among the 80 patients managed nonoperatively, 61 
were correctly classified as nonsurgical (true negatives), 
while 19 were misclassified as surgical (false positives). 
Misclassification occurred in both directions, reflecting 

overlap between surgical and nonsurgical cohorts based 
on imaging-derived stenosis severity alone.

Discussion

In this study, we describe a proof-of-concept for an 
automated image analysis tool capable of identifying 
operative cervical stenosis using only data from MRIs 
images. Our model distinguished between surgical and 
nonsurgical cervical stenosis with high accuracy (AUC 
0.79) by relying on an automated biomarker representing 

Table 1.  Comparison of age and gender among surgical and nonsurgical 
patients.

Characteristic Nonsurgical (n = 80) Surgical (n = 67)

Age, y, mean ± SD 54.63 ± 14.13 60.08 ± 12.87
Male sex, n 45 34
Female sex, n 35 33

Table 2.  Comparison of the mean values of the proposed biomarker between 
nonsurgical and surgical cohorts using an independent 2-sample t test.

Group Mean, mm2 SD, mm2 Statistic

Surgical (n = 67) 35.90 25.00 t = −2.829
Nonsurgical (n = 80) 48.55 33.52 P = 5.290 × 10⁻³

Note: Statistical significance was defined as P < 0.05.

Figure 2.  Boxplot showing the statistically significant difference in the 
distribution of proposed biomarkers in surgical and nonsurgical cohorts.

Figure 3.  Receiver operating characteristic (ROC) curve corresponding to the 
prediction of surgical status using the proposed biomarker.
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the degree of space between the spinal cord and the sur-
rounding spinal canal. This biomarker was constructed 
because it is both physiologic and intuitive; it follows 
that as the area of the spinal canal approaches that of 
the spinal cord, spinal cord compression becomes more 
severe. Moreover, these results support the intuitive 
notion that increases in compression severity correlate 
with a higher likelihood of surgical intervention.

The success of our model in stratifying patient sur-
gical outcomes is worth discussing both in terms of the 
components it does and does not include. No model for 
surgical decision-making should rely solely on imaging 
data; however, the relatively high accuracy of our model 
using MRI data in isolation underscores the relative 
importance of radiographic features in operative triage.

Previous work by our group utilized deep learning 
to generate a parallel biomarker for lumbar stenosis to 
predict whether a patient’s lumbar pathology warranted 
surgical decompression.10 In comparison to our cervi-
cal model, the lumbar biomarker demonstrated a higher 
degree of predictive accuracy (AUC 0.88). This is par-
tially a consequence of the inherent anatomical differ-
ences between these 2 regions, the most obvious of 
which is the presence of the spinal cord coursing within 
the cervical spinal canal. As such, in cases of cervical 
stenosis, variables such as cord deformity and changes 
in T2 signal within the cord itself can often play a role 
in surgical decision-making, and for the moment, these 
variables remain absent from our model. Ongoing work 
by our group aims to incorporate these components into 
a more comprehensive algorithm.

As a proof of concept, our model is currently not 
intended to assist in physicians’ clinical decision-
making. Rather, the real value of the present algorithm 
lies in optimizing the referral process to surgery. As 
any spine surgeon can attest, a substantial number of 
patients, more than half in many cases, referred to 
see a spine surgeon never undergo surgery.11–13 While 
some of these nonoperative patients still benefit 
from time spent in consultation with a surgeon, the 
degree of inefficiency with the referral process can 
lead to longer wait times for patients with operative 
pathology and delays in care for those with nonoper-
ative pathology (ie, delaying referral to a physiatrist 
or physical therapy).14,15 Spine patients are partic-
ularly vulnerable to this inefficiency due in part to 

the relative nuance of radiographic interpretation of 
spinal pathology. Given both the incidence of neck 
and back-related complaints during visits to primary 
care practitioners and the prevalence of nonopera-
tive degenerative changes on routine MRIs of the 
spine, it is not surprising that so many patients arrive 
at the office of a spine surgeon only to be reassured 
that their findings do not require surgery.16–19 This 
problem is not novel, and various efforts have been 
made to improve the efficiency of referrals to spine 
surgeons with some success. Current efforts include 
the development of multidisciplinary pathways and 
clinical practice guidelines.20,21 However, no studies 
have focused on the problem of variability among 
referring providers with respect to discerning opera-
tive from nonoperative spinal pathology.

The goal of the present model is to provide refer-
ring physicians tasked with reviewing a patient’s 
cervical spine MRI with a greater degree of confi-
dence when making the decision to refer to a spine 
surgeon. In its current form, the model is not intended 
to recommend treatment but rather to provide addi-
tional information that might meaningfully inform 
a referring physician’s decision to send a patient to 
see a spine surgeon. Future iterations of our stenosis 
biomarker could be used to generate a surgical like-
lihood score, informing referring providers of how 
likely a patient’s stenosis is to require surgery. To be 
clear, our model would not serve as a replacement 
for the clinical judgment of a physician but would 
instead help provide additional actionable informa-
tion, alongside a patient’s clinical history, signs, 
symptoms, and physical examination findings, with 
which to make the decision to refer to a specialist. 
This additional information could help increase the 
number of patients with surgical pathology who are 
referred to a surgeon, as well as decrease the number 
referred without surgical pathology who could instead 
be referred for nonoperative treatment modalities.

Limitations

There are several limitations to our study. First, our 
model is susceptible to the domain effect since the 
decision regarding surgical candidacy was limited to 
a group of physicians at a single institution, limiting its 

Table 3.  Confusion matrix corresponding to the prediction of surgical status using the proposed biomarker.

Group Predicted Surgical Predicted Nonsurgical

True surgical (n = 67) True positive (n = 61) False negative (n = 6)
True nonsurgical (n = 80) False positive (n = 19) True negative (n = 61)
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generalizability.22 Second, as a proof of concept, our 
model focused on cases of cervical stenosis based on net 
canal-cord compromise to the exclusion of other surgical 
pathologies of the cervical spine; it does not address other 
forms of cervical pathology warranting referral to a sub-
specialist, such as foraminal stenosis, malignancy, trauma, 
or other disease processes.23,24 Furthermore, our model 
does not capture those patients without surgical pathology 
for whom surgical referral is warranted for reasons beyond 
clinical history or physical examination, such as for reas-
surance or to gather more information about their condi-
tion, or who did not undergo surgery for reasons other than 
the severity of their radiographic findings. Such cases go 
unnoticed by our model but are important cases for refer-
ral. Nevertheless, the findings demonstrate that imaging-
derived features alone can meaningfully stratify patients 
by likelihood of undergoing surgical intervention, under-
scoring the contribution of radiographic data in referral 
and triage contexts rather than serving as a substitute for 
comprehensive clinical evaluation. Last, the data analyzed 
within the present study were derived from 2019 to 2020; 
although utilization of more recent data would allow for 
increased generalizability across evolving scanner hard-
ware and imaging workflows, protocols for cervical spine 
imaging and radiographic features of cervical stenosis 
have remained stable over this period.25 These limitations 
notwithstanding, the results of the present study demon-
strate that imaging-derived data from cervical spine MRI 
enable differentiation between surgical and nonsurgical 
patient cohorts based on the degree of cervical stenosis.

Conclusion

The present study describes a novel, fully autonomous 
deep learning algorithm that uses MRI-derived measures 
of cervical stenosis to distinguish between surgical and 
nonsurgical patient cohorts retrospectively. We propose 
that this model, and its future iterations, could serve as a 
valuable adjunctive tool for referring providers to consult 
when evaluating the need for surgical consultation in 
patients with cervical stenosis. This marks an initial step 
toward harnessing artificial intelligence to support clinical 
decision-making and streamlining the referral process to 
spine surgery.
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